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Abstract

In this paper we present an overview of our work on processing noisy documents, including the identi-
fication of handwriting, and the detection and removal of background lines. To identify handwriting, we
treat noise as a distinguished class and model noise based on selected features. We then use a trained
Fisher classifier to separate machine printed text and handwriting from noise. A Markov Random Field
(MRF) based approach is applied to incorporate context and refine the classification. To detect and re-
move background lines which may touch the text and handwriting, we propose a model based approach
which incorporates high level contextual information to detect severely broken parallel lines. We use a
Directional Single-Connected Chain(DSCC) method to extract the line segments, and then construct a
parallel line model with three parameters: the skew angle, the vertical line gap, and the vertical trans-
lation. A coarse-to-fine approach is used to improve the estimate. Qur experimental results show our
method can detect 94% of the lines in a database of 168 noisy Arabic document images.

1 Introduction

Automatic document processing and analysis has advanced to a point that text segmentation and
recognition are viewed as solved problems for clean, well-constrained documents. However, the per-
formance degrades quickly even when a small amount of noise is introduced. For example, a typical
bottom-up page segmentation method starts from the extraction of connected components [1], which are
then merged into words, text lines, and zones. After segmentation, a classification module is used to
identify zone types, such as text, table and image. These algorithms work well on clean documents where
zones with different properties can easily be separated. However, they fail on noisy documents, where
noise often mixes with and/or is spatially close to text regions.

In this paper we give an overview of our work on processing noisy documents, including the identifica-
tion of handwriting, and background line detection and removal. Handwritten annotations often indicate
corrections, additions or other supplemental information that should be treated differently from the main
or body content. We have found annotations of particular interest in the processing of correspondence
and related business documents. Since it is not uncommon that background lines exist in the documents,
touching or mixing with handwriting and text (Figure 3a), it is important that those lines be detected
and removed before we feed the text to an Optical Character Recognition (OCR) engine.



Table 1. Features used for classification.

| | Usage desription | Dimension | Selected
Structural Region size, 18 9
connected components
Gabor filter Stroke orientation 16 4
Run-length Stroke length 20 5
histogram
Crossing counts Stroke complexity 10 6
histogram
Co-occurrence Texture 16 2
2X2 gram Texture 60 5
Total 140 31

2 Handwriting Identification from Noisy Documents

The identification of handwriting from extremely noisy documents is a challenging task. Noise in
document images often comes from two sources: 1) the physical degradation of the hardcopy document,
and 2) the degradation introduced by digitalization. Both can affect the performance of document
analysis systems significantly. A window-based morphological filtering is often used to remove noise
[2, 3], and performs well for very small blocks, such as salt-pepper noise. In [1, 2] large blocks are treated
as noise and removed based on heuristic rules. In our work we consider noise as a distinct class and use
statistical pattern recognition techniques to identify it.

To handle the mis-classification, we exploit contextual information to refine the classification. Con-
textual information is very useful for improving the classification accuracy, since it uses the statistical
dependency among neighboring components [4]. Among image models previously applied, the Markov
Random Field (MRF') is well studied and has been successfully used in many applications. It can in-
corporate a priori contextual information in a quantitative way. In our work we use MRF to model the
dependency among neighboring word blocks. Since noise has no concept of word, we use terminology
block and word interchangeably.

2.1 Feature Extraction and Selection

We first segment the document at the word level using a connected component based approach [5], and
then extract 140 features for each segmented word (Table 1). A large feature set may actually decrease
the generality of the classifier when the number of the training samples is limited. The more features
used, the more training samples needed, and the more expensive for feature extraction and classification.
We use a straight forward feature selection technique to reduce the feature set. Our experiments show
the best classification is achieved when only 31 features are selected, with an error rate of 5.7%. The last
column of Table 1 lists the number of features selected in each category.

The detailed description of the feature extraction and selection can be found in [6].

2.2 Clasdification

We use Fisher classifier in our experiments, which projects the feature vector onto an axis so the
ratio of between-class scatter to within-class scatter is maximized. Since the Fisher classifier is often
used for two-class classification problems, we use three Fisher classifiers, each optimized for a two-
class classification (printed text/handwriting, printed text/noise and handwriting/noise). Each classifier
outputs a confidence of the classification and the final decision is made by fusing the outputs of all three



(b)

Figure 1. Word segmentation and classification. (a) Single word classification results; (b) post-
processing results (mis-classifications of some punctuations in (a) have been corrected).

classifiers. If a classifier is trained for class 1 and 2, then its output is not applicable to estimate the
classification confidence of class 3. The final confidence is achieved by integrating the outputs from three
classifiers as follows:

3 (1)

[0 1] for two applicable classifiers and 0 for the third classifier. So [0 1].

Figure 1(a) shows the word segmentation and classification results for a document image, with solid,
dot and dashed rectangles representing noise, handwriting, and printed text respectively. We can see
some punctuations and small printed words are classified as noise. In next section we describe our
approach to handle this problem.

2.3 MRF-Based Post-Processing

To refine the classification, we use a MRIF-based scheme to rectify the mis-classification in Figure 1a.
et __ denote the random field defined on and denote the set of all possible configurations of __ on
. __is the MRF with respect to the neighborhood if:

(_ ) 0 for all _ (2)
(S ) o= ) (3)

The establishment of the connection between MRF and ibbs distribution provides ways for the
optimization of the MRF. The problem of maximizing the post-priori probability of MRF converts to
that of minimizing the total energy of the corresponding ibbs distribution:

arg min () (4)
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Figure 2. Clique definition. (a) for horizontally arranged printed words; (b) for noise blocks.

The value of clique potential (__) depends on the local configuration on the clique

We make use of the structure of documents and define two cliques for printed text and noise respec-
tively.  rinted words often form horizontal (or vertical) text lines. We define clique as shown in
Figure 2(a) for printed words, which models contextual constraints of printed words. Noise blocks ex-
hibit rough random patterns and they tend to overlap. Figure 2(b) shows clique defined primarily
for noise blocks. From the definition of cliques we can refine the connection between two blocks, and
then construct a graph in which nodes represent words and edges connect two connected blocks. The
property of an edge can be measured by the distance ( ) between two blocks. If a node is connected
with more than one node on one side (left or right), we only keep the edge with the smallest distance.

We use the frequency of each clique in the training set to define the clique potentials, which can be
expressed as a function of local conditional probabilities. Two clique potentials ( )and () for clique

and are defined as:

(5)

( 1 2 3 4)
O OO oy (W (6)

Where | and are labels for the left, center and right blocks of clique is a constant and
1 2 3 4 are labels for the corresponding th nearest blocks. The energy of corresponding ibbs
distribution is:

(— ) C ) () () (7)

where , and  are weights, which adjust the relative importance between classification confidence
and contextual information of clique and . If is fixed to 1, and and are set to 0, no
contextual information is used. If weincrease  and , then more contextual information is emphasized.
If we set and to infinity, or equivalently set 0, no classification confidence information is
used.

24 Experiments

We collected 31 business letters from the tobacco industry litigation archives. These document images
are noisy with a lot of handwritten annotations, a few logos, and no figures and tables. At current stage,
we only identify three classes: printed text, handwriting and noise. Since the groundtruthing of each
word block in the image would be extremely time consuming, we groundtruthed 4 of the noisy document
images. These 4 images are used for testing, the remaining 224 images for training. There are about
1,500 handwritten words in the training set. Since there are many more printed text and noise elements,
we randomly selected about 1,500 samples of each type to train three Fisher classifiers. We use accuracy
and precision as metrics to evaluate the results:



Table 2. The classification results before and after post-processing.

ccuracy recision ccuracy recision

The results are listed in Table 2. The accuracy ranges from 3.2% to 6. %, with the overall accuracy
at 6.1%. While accuracy is very high, we notice precision for handwriting is very low. This is mainly
because the number of handwritten words is very small, compared with printed text and noise. Therefore,
even a small percentage of misclassification from printed text/noise to handwriting will significantly
decrease its precision.

The results after we use the MRF are shown in the right columns of Table 2. The error rate of
printed words and noise blocks is reduced to about half of the original. Although the error rate of
handwriting increases slightly, the precision of handwriting increases from 62. % to 3.3%, due to fewer
mis-classifications of printed text and noise. The overall accuracy increases from 6.1% to  .1%. Figure
1(b) shows the post-processing results of (b). We can see the mis-classified small printed words in Figure
la are all corrected.

A ode based ac ground ine Detection A gorit m

ine detection is widely used in table detection and interpretation [7, |, engineering graph interpreta-
tion [ ], and bank check/invoice processing [10]. The line detection algorithms presented can be broadly
classified as Hough transform or vectorization based [11]. The Hough transform is a global approach with
the ability to detect dashed and mildly broken lines, but is extremely time consuming [12]. To reduce
the computation cost, a projection based method is proposed in [13] to search for lines only around 0 or
0 . The algorithm is much faster than Hough transform, however, it can only detect roughly horizontal
or vertical lines. ectorization based algorithms, such as BA [7] and S methods [11], extract vectors
from the image first, then merge vectors into lines. Recently heng presented a novel vectorization based
algorithm called the irectional Single-Connected Chain ( SCC) method [ |. Each extracted SCC
represents a line segment and multiple non-overlapped SCCs are merged into a line based on rules.
These line detection algorithms work well on relatively clean documents with solid or mildly broken
lines. In our task there are two challenges: 1) the lines are severely broken due to the low image quality,
and 2) the lines are mixed with text, making separation di cult. Figure 3(c) shows the line detection
result using the SCC algorithm. We can see only few lines are partially detected. It is very di cult,
if not impossible, to detect these lines without contextual information. We present a novel model-based
approach to systematically incorporate high level information to detect lines in the following sections.



(e)

Figure 3. An example of background parallel line detection. (a) Original document image; (b) after
filtering; (c) lines detected after merging neighboring DSCCs; (d) line detection results using the
model; (e) after line removal.



3.1 Approach

We observed that 1) background lines are often parallel and 2) the vertical gaps between any two
neighboring lines are roughly equal. We propose a stochastic model, (1 2 ), for the line
detection, where 12 is the vertical position of the  background line, and  is the number
of lines on the document. The model for a group of background lines is shown in Figure 4. We find a
sequence can be modeled well by a HMM. The skew angle is estimated first. We then perform a coarse
estimation of the vertical line gap , from the auto-correlation of the horizontal projection along the
estimated skew angle. The iterbi algorithm is used to search for the optimal position of background
lines simultaneously in the projection profile. The estimation error of and variance between vertical
line gaps are all compensated by the iterbi decoding of the HMM model.

3.2 Pre-Processing

First we extract horizontal line segments using the SCC based algorithm [ ]. A horizontal SCC
is an array of connected vertical run-lengths, which can be a line segment, a text stroke or noise, for
example. We only preserve those SCCs with a small skew angle and a large aspect ratio, which are
likely to be horizontal line segments. Figure 3(b) shows the image after SCC filtering of the original
image in Figure 3(a). We can see that most text strokes are filtered and the background line segments
are well preserved. After filtering, we merge neighboring SCCs into lines, as shown in Figure 3(c).
Based on this initial detection result, we use a two-step coarse to fine method to estimate the skew angle

. We then do a horizontal projection along the estimated angle. A coarse estimation of the average
vertical line gap is calculated from the auto-correlation of the horizontal projection profile. The details
are addressed in [14].

3.3 Model-based Line Detection

A HMM model includes five elements:

1. , the number of the states in the model.

2., the number of distinct observation symbols per state.

3. The state transition probability distribution matrix:

4. The probability distribution matrix of the observation symbol:

5. The initial state distribution

HMM models have been successfully used in speech recognition [15] and handwriting recognition [16].
In our approach we use it to model the sequence of vertical line position

(1 2 1) 1) (10)
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Figure 4. A group of background lines.

(a) (b)

Figure 5. HMM Models for the horizontal projection profile. (a) A standard HMM model; (b) A HMM
model with explicit duration.

We use uppercase characters to represent random variables (), and lowercase characters to represent
the value of the random variables ( ). The actual is not observable. Instead we can only get the

horizontal projection profile 12 , where is the dimension of the profile.
(1 1 )
( ) A line is on (11)
( ) No lines are on
We define two states: line state  and non-line state . A standard HMM model for our problem is
shown in Figure 5(a). To model the top and bottom image borders, we add two states:  for top image

border and  for bottom image border. The model with explicit state duration is shown in Figure 5(b).
The state transition probability is simple and labeled on Figure 5(b). We set to 0.5, and the
detection result is not sensitive to . The observation is the projection profile , which takes values
between [0 ], where is the width of the image. We quantize  to five levels: 0 16 4
The observation probability distribution matrix is estimated from the groundtruthed background lines.

iven the observation sequence 12 , and the HMM model , we want to search for
an optimal state sequence 192 , to maximize ( ), which is equivalent to maximizing
( ). We use the iterbi algorithm to decode the HMM models. For each 1 , the algo-

rithm remembers the best decoding path at time . Therefore, the best decoding sequence 1 o
is achieved after the decoding process is finished.

The HMM parameters estimated directly from the groundtruthed database is not optimal since: 1)
the data is sparse, and some entries do not appear, or only appear very few times in the training set
and 2) the iterbi algorithm searches the hidden state sequence with the highest probability, given the
observation sequence and the model. The optimization criteria does not minimize the final detection
error, especially when the model mis-matches.



Figure 6. Vertical distance between two polylines.

To reduce the effect of sparse data, we smooth the duration distribution () of state . Suppose
the state duration is symmetric around the average vertical line gap, we perform the following averaging:

oy At (12)

After averaging, we set the empty entries to the minimal value of all non-zero entries. We then use
simplex search method proposed by Nelder and Mead to minimize the detection error [17].

An ideal straight line can be presented with two parameters and as:

(13)

However, due to the distortion introduced by the photocopying and scanning, some background lines
curve, and can not be described well with two end points. The maximal presentation error may be up
to 10 pixels, much larger than the typical line width of 2-4 pixels. Therefore, a polyline representation
is exploited to present a real line in our following evaluation experiments, as shown in Figure 6. After
splitting a line into several segments, we can present a line with a sequence of points ( ¢ 1 ).
Experiments show 2 or 3 segments are su cient to represent most distorted background lines.

34 Experiments

ine detection accuracy can be evaluated at the pixel level and the line level [1 ]. The pixel level evalua-
tion compares the difference of the pixels between groundtruthed and detected lines. It is straightforward
and objective, but groundtruthing at the pixel level is extremely expensive when lines are broken, dis-
torted and overlapped with text. Therefore, we evaluate the algorithm at the line level. Two metrics,
the vertical and horizontal distance, are defined. ertical distance is defined as a modified Hausdorff
distance. The Hausdorff distance between two point sets is:

() max () (C ) (14)

where,
( ) maxmin (15)
and is some underlying norm (e.g., the 3 or Euclidean distance).
The horizontal distance,  ( ), and horizontal matching rate are defined to measure the detection

accuracy of left and right end points. Suppose the horizontal coordinates of the left and right end points



Table 3. Background line detection result.

Ground- tected tial 1

t th d € .eC € artia. . alse

ruinees ines Correct Correct issed larm
Training 2,212 56 6 51
Set 2,2 4 2,319 9 3 25 03 22
Testing 1,545 49 2 3
Set 1,596 1,631 96 8 30 01 23

of polyline and are ( )and ( ) respectively. Then, the horizontal distance  ( )

are defined as:

1
And the horizontal matching rate is defined as:

min max

max min (17)

A detected line matches a groundtruthed line if the vertical distance is less than 3. If there is
more than one detected line matching a groundtruthed line, or vice verse, then only the match with
the minimal distance is kept. The vertical detection distance of a groundtruthed line is defined as the
vertical distance to its matched detected line. If a groundtruthed line can not match a detected line, it
is mis-detected. For a matched groundtruthed line, if the detection distance is within 5 pixels, then it is
said to be detected correctly. Otherwise it is regarded as partially detected. A false alarm happens if a
detected line can not match any groundtruthed line. The false alarm rate is calculated as the number of
false alarm lines over the number of groundtruth lines.

We obtained 16 Arabic document images with a total of 3, 70 groundtruthed lines, most of which are
severely broken. 100 images are used to train the parameters of the HMM model and the remaining 6
images are taken as the testing set. The detection results are shown in Table 3. On the testing set, 6. %
lines are detected correctly and only 2 lines are missed. The false alarm rate is about 2.3%. Most of the
false alarms are generated because our model detected severely broken lines which are not groundtruthed
based on the subjective judgment of the groundtruther. Qur ultimate goal is to remove background lines
to achieve a clean document. These false alarms do not create problems for line removal, as very few
pixels are removed. Therefore, we adjust the parameter to keep mis-detection rate low.

Figure 3(d) shows the model based line detection result. Compared with Figure 3(c), we can see with
context information we can get much better result. In the example of Figure 7(a), we remove 35 rows of
the image (about half of the average vertical line gap of this document). The corresponding line detection
result is shown in Figure 7(b). Our algorithm only missed one line, since the variance of the vertical line
gap is outside of the model parameter, which is [ 11 11] pixels. Qur HMM can cope with up to 11 pixels
vertical line gap variance, and the post-processing module can deal with variance of some more pixels.
Therefore, all other lines are detected correctly.

Our final experiment was to test the robustness of our algorithm. We selected a document with
background lines of relatively good quality without too much pixel loss. We manually separate the
document into two layers: text and background lines, as shown in Figure (b) and (c) respectively. We
randomly ip some black pixels of background lines to white, and then merge the degraded background
lines with the original text. Figure (d) and (f) are the degraded images with only about 10% and 5%
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Figure 7. An example of a model mis-match. (a) A document image with 35 image rows removed; (b)
Line detection result of (a).

pixels in the lines preserved. With 10% pixels preserved, our algorithm can still detect all background
lines, as shown in Figure (e). When only about 5% pixels preserved, our algorithm breaks down, as
shown in Figure (h). The most vulnerable parts are the skew angle and the average vertical line gap
estimation. When 5% line pixels preserved, the vertical line gap is estimated twice as large as the actual
value. Therefore, about half of the background lines are missed.

After line detection, we can remove these detected lines to achieve a cleaned version of the document.
Figure 3(e) is the result of Figure 3(a) after we remove the black pixels on the line and filter the noise.
While the result is encouraging, we find some text strokes touching the detected lines are removed
erroneously. We are investigating a more robust algorithm to remove the lines and reserve the text
strokes.

onc usion and uture or

In this paper, we have presented an overview of our initial work on processing noisy documents.
To identify handwriting from extremely noisy document images, we take noise as a distinct class, and
use statistical classification techniques to classify each word block into: printed text, handwriting and
noise. After single word classification, a MRF is used to incorporate contextual information to refine
the classification results. Experiments show the MRF is very effective to model local dependency among
neighboring image components. To detect severely broken lines, we proposed a model based approach to
incorporate high level constraints into a general line detection algorithm. Experiments show our method
can detect 4% lines in the database we collected. Our next focus includes removing the detected
background lines touching the text, and indexing signatures and logos e ciently in large document
databases.
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Figure 8. An experiment testing how document degradation affects line detection algorithm. (a)
Original image, which is separated into two layers: text (b) and background lines (c) manually; (d)
About 10% pixels of the background lines are preserved; (e) Line detection result of (d); (f) About 5%

pixels of the background lines are preserved; (h) Line detection result of (f).






